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Today, the importance of data-driven decision making is well 

established. In just about every function of the modern enterprise, 

being data-driven is no longer the exception - it is the rule. 

But in a world where software development has become the 

foundation for modern business, the Engineering team is often  

left without the data or actionable insights to make business 

decisions. Instead, these decisions are often informed by simple  

traffic lights and bullet points.

Engineering leaders who are able to collect data about their 

products, processes, teams, and tools, and who can uncover  

insights that translate into informed business decisions will have  

a competitive advantage over those who do not. In fact, according  

to the 2022 State of Engineering Management Report which 

surveyed hundreds of Engineering leaders and analyzed the  

work done by thousands of engineers, such data-driven practices  

allocate 29% more time to growth and innovation, spend 48%  

less time on unplanned work, and reduced cycle times by 17%. 

Introduction
For modern Engineering leaders, it’s clear that better measurement 

will foster alignment with product and go-to-market teams, improve 

the overall product experience and value for customers, and speed 

time to market. But exactly which data should you pay attention to? 

What metrics should you be tracking as your team’s key performance 

indicators (KPIs)?

The metrics outlined in this guide will help you answer these 

questions. For first time Engineering leaders, think of these  

metrics as a foundation of your engineering analytics. For CTOs  

and seasoned Engineering or Product executives, this guide can  

help frame your conversations with both your direct reports and  

your executive team. This guide is not meant to be an exhaustive  

list of KPIs to track, but if you can track all 10 of these, you’ll be well  

on your way with the data you need to provide continuous value  

to your customers and your company.

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

https://jellyfish.co/resources/2022-state-of-engineering-management-report/
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There’s a lot of hype out there around shipping software faster, and there’s 
no doubt that speed to market is important. But shipping code quickly is not 
helpful if you don’t know it’s the right feature to be building to begin with. 
For many organizations, the engineering team is the largest investment your 
company is making, so it’s important to ensure that this investment is being 
pointed in the right direction. 

It’s also important to recognize that this investment is not limitless and avoid 
the trap of overcommitting engineering resources at the expense of spreading  
the focus too thin. At the end of the day, engineering is a zero-sum game. 
Given the same number of engineers and dollars, the team cannot build 
everything, so prioritizing is paramount. Understanding the overall capacity  
of your engineering teams and mapping how the work they do breaks down  
by logical categories or allocations will help you ensure your organization  
is providing maximal value to your company and your customers. 

Two KPIs that will help you do that are: Category or Investment Breakdown, 
also called Allocation, and Ramp Time.

KPIs For Investment & Capacity

https://jellyfish.co/blog/what-is-allocation/
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In order to inform decisions around investing in new products or capabilities, you must first 

understand how your team’s efforts are split right now, and how much capacity they have  

to take on new projects. The priorities of the engineering team should align with those of your 

company.  Allocation is a way of visualizing how close your team is to that goal by breaking 

down the work they do across axes that matter to the business. Most teams will want to track  

the category of engineering investments they are making. That way they can see how much 

work is currently going into innovation vs. managing infrastructure or tech debt vs. fixing 

bugs or customer support issues, etc. If the team is spending most of its time tracking down 

bug fixes or managing maintenance work, that should inform your product and engineering 

strategies to either manage down the amount of time on these categories and/or manage  

the expectations of how much new feature work can feasibly be done with the current team.

There are many ways to measure Allocation. Splitting by product line, you may uncover legacy 

products that consume outsized amounts of effort. Splitting by market segment, you may 

decide to focus more time and attention on enterprise features rather than those built for 

SMB customers, or vice versa. Other common Allocation breakdowns include Product Themes, 

Business Objectives, Projects, and Releases.

How to Measure Allocation 
Measuring Allocation can be quite cumbersome, but it doesn’t have to be. Some teams quantify 

work done by each engineer in simple spreadsheets. That can be done by counting story points, 

by filling out time cards (we don’t suggest that!), or by tracking actual code work done by 

aggregating PRs, Commits and the like and associating that to projects logged in an issue 

tracking system like Jira.

Are we investing in the right areas?

Allocation

“

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K
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The Allocations screen and investment 

categories are what brought us into 

Jellyfish. Our CFO wanted to be able to see 

investment categories by business line for 

both budget planning and cost capitalization 

purposes. Those two things are huge.

Jake Colman  

VPE, Derivative Path

https://jellyfish.co/blog/do-story-points-work/
https://derivativepath.com/
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1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

Unless these teams are diligent about keeping these records and tagging the work with the 

appropriate category, they represent broad estimates at best. Engineering Management Platforms 

can do this work for you, automatically ingesting signals from SCM tools, Issue Tracking 

systems, and any strategic planning or roadmapping tools to visualize your chosen Allocations  

on an ongoing basis and in an accurate manner.

https://jellyfish.co/platform/
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It’s no mystery why understanding your team’s hiring progress is important. You simply cannot 

plan engineering work, allocation, and delivery without first knowing the size and composition 

of your team. But as we all know, hiring is a long and expensive process, and it does not always 

go according to plan, so tracking this will help you adjust plans and expectations accordingly. 

Ramp time might be a surprising metric to see on this list, but it’s one that is often overlooked, 

and it can have a big impact on the capacity of your team, especially in growth mode as you 

hire. No one starts a new job and is completely productive right away. If you’ve linked hiring 

to the ability to build and deliver a new product or feature (and most of us do), it’s important 

to know approximately how long new hires will need to ramp after hiring is done. Bake this 

into your assumptions during product and roadmap conversations, for operational planning 

sessions, and as you plan throughout the year.

How to Measure Ramp Time 
Many teams put together a measure of onboarding progress. But unless you’re tracking 

performance of your engineers and have a means for comparison, it can be hard to estimate 

how long it might take for a certain type of engineer to fully ramp. Benchmarking productivity 

metrics across similar role types can help you estimate whether new hires are fully ramped,  

and how long you should typically expect that to take.

How long before new  
engineers contribute fully?

Hiring &  
Ramp Time 

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 102
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Once you know your engineering team is building the right products and 
features, it’s important to ensure that the software being developed can 
provide that value to your customers consistently. Quality metrics measure 
that consistency. Any quality problem, whether that is a bug, a glitch,  
or something else unforeseen, is a potential threat to successful delivery  
of value. Unhappy customers are not simply a problem for the revenue team. 
Quality issues will eventually come back to the engineers - your team.  
It’s important to monitor quality metrics in order to minimize customer  
impact and ultimately to maximize customer satisfaction and retention.  
Three important KPIs to keep a close eye on are: Bugs, Time to Resolution,  
and Uptime.

KPI’s for Quality
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For the most part, bugs are an inevitable part of building software. Of course having some  

bugs does not inherently imply your product will not satisfy customers, but it can certainly  

have a big impact. By measuring bugs as a KPI, you are not trying to prevent them, but rather 

simply surfacing where they exist so you can catch, prioritize, and fix them in a timely manner. 

Therefore, the key thing to monitor here is a breakdown of bugs by product or feature.  

By understanding the number and severity of bugs that exist per product or feature, and 

comparing that with product or feature usage among your customer base, you will have  

a better understanding of which bugs to prioritize fixing, and therefore where to devote  

your resources.

Bugs

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 103
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How fast can we fix  
problems when they arise?

Time to 
Resolution 

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

Since you cannot fix every incident, bug, or failure immediately, it’s important to keep track 

of how long quality issues hang out in the product before being addressed. Of course, some 

incidents (security breaches for example) require immediate attention and should have shorter 

resolution times, while you can afford to wait on others. On the whole, measuring the time it 

takes to resolve reported bugs, failures, and other incidents will give you a sense for the team’s 

ability to be responsive to customer problems. Combined with a metric like net bugs, or the 

number of bugs reported vs. fixed which monitors how bugs are accumulating, this will give  

you an understanding of how well your team is managing the constant inflow of issues and  

how fast we can fix prioritizing quality in the product.

of 104
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In today’s constantly connected world, your customers expect technology (especially SaaS) 

products to be available to them at all times, whenever they need it. Unplanned downtime,  

or even slower delivery of services during certain times can threaten the relationship with  

your customers.

The importance of monitoring and maximizing uptime is especially true in industries like 

e-commerce where failing to deliver services can equate to loss of revenue and is an 

immediate threat to the business. But across industries, and especially in the modern  

world where just about the only way to engage customers is remotely, it’s important  

to ensure your products perform well and are delivered reliably to your customers.

How consistently  
do we deliver value?

Uptime

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 105
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Few technical leaders today would argue with the notion that speed to market 
- that is, delivering product quickly and efficiently - is paramount to success  
in the world of software. If you’re already confident that your team is building 
the right things and that those things can continually deliver their intended 
value to your customers, you’ve got a good base on which to seek efficiencies 
in process that will allow your team to move faster and increase predictability 
of the delivery of your commitments to the go-to-market team.

Delivering code faster is where most vendors and vocal members of the 
tech community focus. But delivering predictably is important to set proper 
expectations, drive alignment across functional teams, and allow for better 
execution and therefore better penetration of the market for that value  
your organization has worked so hard to build. There is no perfect measure 
of delivery speed, team efficiency and productivity, or predictability. As such, 
these KPIs will not be all-encompassing or perfect. Instead, they will highlight 
trends and therefore give a better understanding for how any process or 
tooling changes have affected the activity and health of your team. We’ll cover: 
Cycle Time & Lead Time, Deployment Frequency, and Task (or other unit  
of work) Resolution Rate Over Time.

KPIs for Process
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Cycle time is a common metric touted by Agile aficionados and for good reason. It measures the 

amount of time that elapses from the start of work on a particular task until that task is complete and 

ready to be shipped. Simply put, cycle time measures the time it takes to complete work on a task. 

By keeping track of cycle time, you can compare planned work with similar tasks that the team has 

completed in the past and provide an estimate for the delivery of that functionality. It will help you 

better predict how long features will take to build and therefore when they should be expected to ship. 

Lead time is one of the key metrics that DORA (DevOps Research and Assessment group) 

espouses for optimizing the speed of value delivery to customers. Most often it is measured  

as the time between first commit and deployment, but that definition may be increasing in 

scope with newly available technologies and methods of measuring. The point of Lead time 

is to understand the amount of time it takes between the initiation of a change request and 

when that change is running in production - or how quickly we can deliver value to customers.

Cycle and Lead time are also common metrics to gauge how process or tool changes are 

impacting the speed with which you can provide new functionality to customers. The faster 

your lead time, the quicker you are delivering value. The same is often true for cycle times, 

though, shorter cycle times can also be an indication of smaller chunks of work. That is why 

understanding the trends over time among similar types of work is more important. It can also 

be an indication that teams are more singularly focused on delivering certain functionalities - 

hopefully those that are of highest value to your users and your company.

How long does it take  
to build functionality?

Cycle Time 
and Lead Time

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 106

“Jellyfish resolves a lot of product gaps 

within JIRA, such as providing reliable cycle 

time reporting and getting better business 

intelligence on the epics.

Gregory Dominick 

Principal Program Manager, PaigeAI

https://jellyfish.co/blog/issue-cycle-time-the-staple-engineering-operations-metric/
https://jellyfish.co/blog/lead-time-in-devops/
https://jellyfish.co/blog/dora-metrics-101/
https://paige.ai/
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Tracking how often your team does deployments can be extremely useful for understanding 

and improving on the speed with which you can deliver value to customers. Deployment 

Frequency is another DORA metric, and in true DevOps fashion, the goal is to do smaller 

deployments as often as possible. Small deployments will make testing and releasing easier, 

which will in turn drive down the time it takes to get new functionality in the hands of users.

This allows for a more iterative approach to delivering value by giving more opportunities  

for faster feedback from your users which you can then incorporate into future deployments. 

Ultimately, measuring deployment frequency will help drive this process to increase the overall 

value that you are able to provide customers, and make the delivery of that value faster.

How fast and iterative  
are we at delivering value?

Deployment 
Frequency 

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K
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As most projects are broken down into smaller bits of work that can be handled by and 

assigned to an engineer, it can be useful to measure how many of those pieces of work  

are being completed versus the number that have been created (resolution rate) over time. 

Many teams use a common framework in which an issue is the basic unit of work, a group  

of issues is an epic, a group of epics is an initiative, and so forth. In that terminology, measuring 

issue, epic, or initiative resolution rate gives a sense for how well your team is handling the  

work being assigned to them, how fast they can generally complete this work, and whether 

changes need to be made. 

It’s important to recognize that these tasks are not a standard size. Some issues will take  

a day to resolve, while others will take two weeks simply due to their scope. That’s why  

we suggest measuring the resolution rate, and monitoring it over time to identify trends. 

By understanding how your resolution rate is trending you can be quicker to respond  

to problems that arise in the development process, and measure changes in efficiency  

when making changes.

How are we trending  
over completing work?

Task 
Resolution 
Rate Over Time

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 108
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As an engineering leader, your primary responsibility is to ensure that your 
team is getting product in the hands of your users. While Sales and Marketing 
teams (and their leaders) may have a lot of influence with the executives  
and board, they all depend on the Engineering teams to deliver. At the end  
of the day, these business leaders need to plan around delivery for sales  
and marketing timelines. 

With that in mind, it’s important to be able to measure and report on the 
progress your team is making toward that value creation in order to drive 
alignment across all the teams in your company.

How you present these topics to business leaders will largely depend on the 
leaders you work with and their preferences. But some great KPIs to track  
and stay on top of things internally are: Completion / Burndown Percentage,  
and Predicted Ship Date.

KPIs For Deliverable  
Progress & Forecasting
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Burndown is another one of those common Agile concepts that can be extremely useful 

to track from a leadership position. Burndown measures the trend of work that has been 

completed vs. what remains to be done over a certain period of time.

By understanding how many hours have been worked on resolved items, what percentage 

of the total project those make up, and how many items remain, you’ll have a fairly accurate 

understanding of how much work each team member has ahead of them, how likely the team  

is to complete the work in the next sprint, whether the team is likely to complete the project 

on time, or if not, what timeline is more reasonable to expect.

Are we tracking to deliver on time?

Completion 
/ Burndown 
Percentage

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 109
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Being able to provide an estimate as to when a given release, project, feature, or product will 

ship has its obvious benefits. It helps all interested parties in the company (that means pretty 

much everyone) plan around the work that they need to do to either support your team or 

bring new functionality to market. In many companies, these predictions can be handwavy, 

especially when they are done by intuition and experience alone. But it’s better to provide  

an estimate and need to change it than to provide nothing at all. 

Better still, if you can take a data-driven approach that factors in things like scope creep  

over time, metric averages from other projects of similar size and scope, and burndown 

percentage through the life of the project, you’ll be able to give a more confident estimation. 

Advanced Engineering Management Platforms can even incorporate these factors into  

a prediction or forecast for each of your deliverables.

When can we start selling?

Predicted 
Ship Date

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

of 1010

https://jellyfish.co/blog/evaluating-engineering-management-platforms/
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Vanity Metrics  
Within Engineering
Vanity metrics are a term for KPIs that appear to make work look good to 
others but do not help you understand your own performance in a way that 
informs future strategies. There’s a temptation to use them, especially when 
under pressure to deliver value back to the business. But these vanity metrics 
should be avoided and/or used within the context of the other 10 KPIS 
recommended in order to extract value from them. 
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Lines of Code 
As mentioned in the previous section, completion or burndown rate can represent how  

your team is progressing through current work. With this type of metric managers can spot 

trends, identify potential bottlenecks, and work to optimize your engineering operations  

in a long-term sustainable way. It’s a way to report on engineering output without reducing 

complex development work to a single number. 

Lines of code is a textbook example of a vanity metric; its volume based metric of work that  

purposefully omits required context surrounding the actual work and its business impact. 

Without any additional context, management cannot speak to the quality, impact, or longevity 

of the lines of code added with any sort of certainty. An organization that goals itself on lines  

of code will soon find itself buried in a mountain of technical debt. 

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

Coding Churn 
Code churn is the measure of how much code is re-written or deleted during a given period 

(usually during the work stage of the software development lifecycle.). Reworking code is a 

normal, if not an essential part of the development process, especially early on when solutions  

to a problem are not clear. Therefore the volume of code churn tells little about whether  

an individual or team is “high-performing.” A great deal of additional context is needed  

to interpret this metric, such as the type of code being worked on, why the code is going 

through several iterations, and how this churn impacts the delivery cycle. 

https://jellyfish.co/blog/jellyfish-life-cycle-explorer-announcement/


21

Code Impact 
Code Impact attempts to quantify the change to a code base in a more holistic way than 

counting lines of code. It factors in certain parameters about the changes such as the volume 

of changed code (code added and subtracted), the code age, the number of files changed, 

and the number of total location edits, among other factors. The final output is a single score 

of the significance of the changes. But it is a vanity metric for several reasons. 

First, “code impact” is a misnomer as it measures the wrong things to determine impact.  

This metric attempts to parse out the impact to the codebase, but it does not give insight  

into the impact to the functionality of the product, the value to customers, or the impact  

on the business. 

Additionally, because there are so many factors behind the scoring of this metric, it suffers 

from overcomplication and a lack of actionability. There is no common criteria among work 

that scores high, therefore, you need to ask further questions to parse out the TRUE impact  

of such changes.

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K
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Agile Velocity 
Velocity has been adopted by those that follow Agile or Scrum methodologies as it attempts  

to assess the speed of your software development. It’s reached such a level of popularity that 

it’s possible your CEO might ask you about it. 

But popularity does not always translate to clarity, effectiveness, or accuracy. Agile velocity  

fails because it relies on story points being a consistent and accurate way of assessing the  

total amount of work that went into engineering work. Story points have their place in Agile, 

but - as discovered by Jellyfish Research - they do not accurately predict the volume or speed 

of work required to accomplish a task. Teams within the same organization measure story 

points differently, and the type of work a team works on influences how precisely teams  

can regularly predict task difficulty, length, and risk. 

As discussed previously, issue cycle time and lead time are much better indicators of the actual 

velocity or tempo of a given software development group.

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K
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Data-driven 
Engineering

1 0  K P I S  E V E R Y E N G I N E E R I N G  L E A D E R  S H O U L D  T R A C K

As engineering has become the core of modern businesses, the fulcrum from which value is 

delivered to customers, engineering leaders will continue to gain more influence, and the need 

for a data-driven approach to engineering will continue to grow. The KPIs reviewed here are 

only a subset of the metrics engineering teams can and should be measuring. They are not an 

exhaustive list. But they will help guide your decision-making process and drive more effective 

conversations and alignment within your executive team and your business.

As the engineering organization scales or adapts to changing business objectives, the 

importance of measuring and aligning only grows. Aggregating these metrics can quickly 

become a challenge. Engineering Management Platforms (EMPs) like Jellyfish automatically 

aggregate engineering signals along with contextual business information in order to surface 

the metrics necessary to maintain a data-driven approach to engineering leadership, providing 

visibility into engineering investments and operations, product quality, delivery speed, and 

deliverable progress of your organization.

Interested in learning more about Jellyfish? Take the product tour or request a demo today. 

https://jellyfish.co/product-tour/
https://jellyfish.co/request-demo/


Jellyfish was founded by former engineering and product 
leaders to help their fellow engineering executives make 
informed, strategic management decisions.

We give engineering executives the tools they need to  
be great leaders—to be part of the strategic conversation,  
drive the company and product direction, and execute  
the operational components of that strategy.

Jellyfish is forging a path to better engineering leadership 
—elevating executives to their deserved seat at the  
strategic table.

For more information about us, visit jellyfish.co.

About 
Jellyfish

https://jellyfish.co/

